
Combat Design 101 
 

Introduction  

 Welcome to Combat Design 101. This Article is designed to go over the fundamentals of combat design. In 

specific, the basics of a melee combat system, as the principals covered in this article do not necessarily apply to 

projectile combat or shooters in general. Every combat system has its own unique features and nuances, but 

somewhere at the heart of every good combat game you’ll find the designs that are covered here, whether it’s a 2-D or 

3-D fighter like Street Fighter or Soul Calibur or a 3-D beat-em up like God of War. Though this is an article geared 

toward designers I will go into some detail on a few technical details. The first is a construct known as a State Machine. 

The state machine is central to any combat system so the first section will be dedicated to describing what a state 

machine is. If you are already familiar with state machines and are comfortable using them please feel free to skip the 

first section. 

What is a State Machine 

 State Machines are an idea that exist in many fields of study, and what they are will depend on whether you ask 

a mathematician, a computer science researcher, or an AI Programmer for games.  I find that it is easiest to think about 

them in practical terms, and also in terms of their usage in video games. State Machines are a method to execute 

different actions, behavior, or logic depending on a set of conditions. As a simple example you can think of what a game 

does when the main character is alive versus what it does when it’s dead.  When the player is alive the logic is that of 

moving the character around, performing actions when buttons are pressed etc. When the player is dead the game will 

run game over logic: play game over music, show a game over screen, and maybe give the player the option to retry 

when a button is pressed.  What I have described is a state machine with two states: Alive and dead and the conditions 

for being in each state are self evident. 

 A state machine is composed of two parts: states and transitions which are also sometimes called edges. They 

are commonly represented as a graph like the one below. 

 



The yellow circles represent the different states, and the arrows are the transitions. The transitions are the conditions 

that must be met in order for the state machine to transition from one state into another. Let’s use this graphical 

representation to go over a more concrete example. Let’s view Ὄὕ as a state machine. 

 

So hopefully this will be a little easier to understand. Ὄὕ has three states in this state machine corresponding to the 

three states of matter.  The Ὄὕ  will always be in one of these states and the conditions for transitioning between 

states are temperature. In order to transition from Ice to Water the temperature must be greater than  πᶼὅ . If we were 

writing code it would be  

if(H2O.temp > 0) then  

H20.StateMachine.TransitionTo(Water); 

The other transitions follow suit in the same manner as Ice to Water: 

Water → Steam: Temperature > ρππᶼὅ  

Steam → Water: Temperature < ρππᶼὅ 

Water → Ice: Temperature < πᶼὅ 

At this point it’s best to point out some important properties of state machines. The first is that transitions 

between states are directed. This means that they are one way; it is important to understand this because if there is a 

transition from State A to State B this does not necessarily mean that there is a transition from State B back to State A.  

We do not have this situation in the above example, but later on we’ll see an example where this is the case. It is also 

important to note that it’s not necessary for every state to have a transition to all other states. This is actually one of the 

places where state machines get their power as tools of organization in video games and other applications. In the 

above example, note that there is no transition from Ice to Steam or from Steam to Ice.  This means that the state 

machine cannot go from being in the Ice state to the Steam state or vice versa without first transitioning into the Water 

state. This also gives the state machine a lot of organizational power. The above state machine has four transitions, but 

let’s say the machine is in the ice state, it would be a waste to evaluate all four transitions since there is only one 

transition that will cause the state machine to leave the ice state (the transition from Ice→ Water). Therefore good 

implementations of state machines will only evaluate transitions that originate from the current state, which saves 

processing power as the state machine gets more complex. 

So, now knowing what you know about state machines and transitions between states here is an exercise for 

you. Given the above state machine and the definitions for the transitions as written, try and figure out what state the 

state machine would be in when the temperature is exactly equal to ρππᶼὅ or (H20.Temp==100). Try to do it without 

reading ahead. The answer is that it depends on what state the machine is currently in. If water is the current state then 

the machine will only transition into steam if the temperature is greater than 100 and since 100 is not greater than itself 

the machine will not transition and remain in the water state. Likewise if it is currently in the steam state it will only 

transition if the temperature is less than 100 and since 100 is not less than itself no transition will occur and the machine 

will remain in the steam state. 



A common mistake when thinking about state machines is to take into account all the conditions for transitions 

all at once. In our Ὄὕ example if a person were to think this way they might think that there are bugs in our transitions 

at the situations  Temperature == 0 and Temperature == 100 because none of the transitions apply to either of those 

cases. When thinking about state machines though you should always be thinking in terms of the states: What state do I 

begin in, what state am I currently in, and what states can I transition to? This mentality will lead to the creation of 

useful and efficient state machines. It will also help with debugging, and keeping your logic clean. 

Now that we’ve talked about transitions let’s talk more about the states themselves. The very first thing to know 

about states is that is that a state machine can only ever be in one and only one state at a time. In our example the Ὄὕ 

can only be ice, water, or steam. With a state machine there is no concept of partially being in one state, no state, or 

otherwise more than one state. If when creating a state machine you are having trouble figuring out how to make it so 

that your machine doesn’t need to be in more than one state, then one of two things is probably happening. You are not 

defining what your state is well enough or a state machine is not the proper tool for the problem you are trying to solve.  

So, we’ve talked about transitioning between states and being in states, but what’s the point of being in a state? Well 

the idea is that whatever your state machine applies to will behave differently depending on what state it’s in. 

Ὄὕ doesn’t have particularly interesting state based behaviors, but if it were some kind of game object maybe it would 

interact with the player differently depending on what state it was in. For example if the player came in contact with the 

object while it was in the Ice state the player would become frozen and take some damage. If it were in the water state 

the Player could drink it up and regain health, and if it were in the steam state the player could use it to float into the air. 

This way a single object can have multiple behaviors, and those behaviors would be clearly defined and the decision as 

to what behavior to execute is done in a neat and organized way. 

Let’s take a look at another example of a state machine, but this time we’ll look at one that was actually used in 

a game.  It should be easier to see the usefulness of the different states.  

The following state machine represents Mario in the original Super Mario Brothers for the Nintendo Entertainment 

System. 

 



This one’s a little more complicated than the previous example so take a few moments to analyze it. Remember to look 

at it one state at a time and see what states you can transition to from each state. If you’ll remember Mario always 

started the game small so let’s take a look at the small state first. 

The small state can only transition to the star state and to the big state. Those transitions would look like this. 

Small → Star: If (Mario Picks up a Power Star) 

Small → Big: If (Mario Picks up a Mushroom OR Mario Picks up a Fire Flower) 

The Big State has three Transitions. It can go to small, Fire, or Star. The transitions look like this 

Big → Small: If (Mario Hits an Enemy) 

Big → Fire: If (Mario Picks up a Fire Flower) 

Big → Star: If (Mario Picks up a Power Star) 

Here we can already see a difference in behaviors based on State, namely what happens when Mario picks up a Fire 

Flower. There is no transition from the Small state to the Fire state. This means the designer didn’t want picking up a fire 

flower to take Mario directly from the Small state to the Fire state, and instead will take Mario to the Big. Only in the Big 

state will picking up a fire flower move Mario into the Fire State. 

The Fire State has two transitions: one to the star state and one to small state. Here it is useful to note that though there 

is a transition that goes from Big to Fire there is no transition the goes from Fire back to Big. This means that once you’re 

Fire Mario there is no way to go back to being regular big Mario without becoming small first. At first glance you might 

think that you can do so by going to Star first but as we’ll see when we get to the Star state the game is not designed to 

do that. In any case here are the transitions from the Fire state. 

Fire → Small: If (Mario Hits an Enemy) 

Fire → Star: If (Mario Picks up a Power Star) 

 

And finally we have the Star state which has transitions to all the other states, they are as follows. 

Star → Small: If (Mario was small when he picked up the Power Star AND Star time has run out) 

Star → Big: If (Mario was big when he picked up the Power Star AND Star time has run out) 

Star → Fire: If (Mario was fire when he picked up the Power Star AND Star time has run out) 

Now the point of using this state machine is that Mario will behave differently depending on what state he is in. In 

particular what happens when Mario gets hit by an enemy will be different in each state. The behaviors for each state 

would look like the following. 

-State: Small 

{ 

 if (Mario.CollisionWithEnemy() ==true) then 

  Mario.Die() 

 

} 

 

-State: Big 

{ 

 If(Mario.CollisionWithEnemy()==true) then 

  Mario.StateMachine.TransitionTo(Small) 

} 

 



-State: Fire 

{ 

 If(Input.Pressed(B_Button) == true) then 

  Mario.ShootFire() 

 

 If(Mario.CollisionWIthEnemy()==true) then 

  Mario.StateMachine.TransitionTo(Small) 

} 

 

-State: Star 

{ 

 If(Mario.CollisionWithEnemy()==true) then 

  Enemy.Die() 

} 

 

So as you can see the behavior that is inside the states have dramatic differences between each other. Specifically 

whether Mario dies, or whether the enemy dies in the case of the star state. Furthermore while in the Fire state Mario 

can shoot Fireballs.  

 Now the point of using a state machine, other than being able to represent the behavior with a clean graphical 

representation, is that despite having four blocks of logic we only run the block that is within the current state. On the 

technical side having the logic separated in this manner helps with debugging and keeps the logic clean and easy to read.   

 So now that you’ve learned about state machines I recommend that you try to create one for yourself. No need 

to bust out a computer and write code or use any kind of software; a piece of paper is just fine. Here’s the exercise: 

design a state machine for a boss in a 2-D top down shooter. Give him at least three states that he transitions between 

depending on how much life he has left. Start him off with a simple behavior, but when he gets to 50% health make him 

get angry and do something different and more challenging to the player. At 25% make him do an even more 

challenging behavior. Feel free to include things like changing appearances, flashing red, using different weapons, or 

playing different sounds. If you’re comfortable with that add more states and more complex transitions. You can use 

things like checking the health or proximity of the player. If you have an idea for a state machine you like better than 

that by all means try and do that instead. 

 If you have a mind to implement your own state machine in an actual game or program it’s important to realize 

that state machines are a theoretical construct. As such there is no standard method of implementation for them like 

there might be for other programming data structures. A novice or inexperienced programmer might try to implement a 

state machine using a series of nested if statements such that the above Mario example would look like this: 

LŦόaŀǊƛƻΦ/ǳǊǊŜƴǘ{ǘŀǘŜҐҐέ{Ƴŀƭƭέύ ǘƘŜƴ 

{ 

If(Mario.CollisionWIthEnemy()==true) then 

  Mario.Die() 

 

 LŦόaŀǊƛƻΦtƛŎƪǎ¦ǇόάaǳǎƘǊƻƻƳέύ hw aŀǊƛƻΦtƛŎƪǎ¦ǇόάCƭƻǿŜǊέύ ύ ǘƘŜƴ 

  Maro.StateMachine.TransitionTo(Big) 

 

 LŦόaŀǊƛƻΦtƛŎƪǎ¦ǇόάtƻǿŜǊ{ǘŀǊέύύ then 

 Mario.StateMachine.TransitionTo(Star) 

} 

 

 



9ƭǎŜ ƛŦόaŀǊƛƻΦ/ǳǊǊŜƴǘ{ǘŀǘŜҐҐέ.ƛƎέύ then 

{ 

If(Mario.CollisionWithEnemy()==true) then 

 Mario.StateMachine.TransitionTo(Small) 

 

LŦόaŀǊƛƻΦtƛŎƪǎ¦ǇόάtƻǿŜǊ{ǘŀǊέύ ) then 

 Mario.StateMachine.TransitionTo(Star) 

} 

 

9ǘŎΧ 

 

Though this does properly implement all the features of a state machine, it can get difficult to read very quickly. 

Furthermore if you’re not careful you can create dependencies on scope, local variables, and the like, that can make the 

state machine difficult to modify or replace in the future. As a result, in my opinion, this kind of implementation should 

be avoided. A slightly more sophisticated implementation is the use of a switch statement. Not all programming 

languages and platforms have them but all the more robust ones do. The Mario State Machine would look more like 

this. 

 

Switch(Mario.CurrentState) 

{ 

/ŀǎŜ ά{ƳŀƭƭέΥ 

 RunSmallState() 

 break 

 

/ŀǎŜ ά.ƛƎέΥ 

 RunBigState() 

 Break 

 

/ŀǎŜ άCƛǊŜέΥ 

 RunFireState() 

Break 

 

/ŀǎŜ ά{ǘŀǊέΥ 

 RunStarState() 

 Break 

} 

 

This is a lot neater and easier to read. Also, having the logic for each of the states separated not only from the logic that 

controls the machine but also from the other states is consistent with good programming practices, in particular the idea 

of modularity. This implementation works for simple state machines and many games have used this method 

successfully. However this approach can become hard to maintain as you add more and more states, and because each 

switch statement needs to be tailor made to a given state machine (via state names and corresponding function names) 

it becomes even more difficult to maintain as you create more and more state machines. Though this can be alleviated 

with good object oriented programming there are better implementation methods. 

 

 How you actually program a state machine is, of course, going to depend on the tool that you’re using. Some 

platforms like Unreal and Unreal Script have state machines built-in to their scripting language. Others like Java, C#, and 

even C/C++ have features like delegates and function pointers that make implementing state machines clean and easy. 

Using these, I believe, is the better and more common way to making a state machine system of your own.  If you are 

not familiar with function pointers or delegates I recommend finding a quick tutorial on the topic.  



 As an example I will implement a small state machine using the LUA Scripting Language. LUA is well suited for 

state machines thanks to its weakly typed variables, and thanks to the fact that functions are first order values. 

 

currentState 

 

function StateA () 

 --Some Behavior Code 

 if(Some Condition==true) then 

  currentState = StateB 

 end  

end 

 

function StateB () 

 --Some Behavior Code 

 if (Some Condition==true) then 

  currentState=StateA 

 end 

end 

 

currentState=StateA 

 

while (true) do 

 currentState() 

end 

 

Let’s walk through the above code shall we. First of all the entire state machine is represented only by its current state 

which in stored in memory with the variable currentState.  I have written two functions StateA() and StateB(); these are 

the states of the state machine. To run the behavior we need only call the current state with the line currentState(). As 

you can see at the bottom of the code there is a while loop that runs infinitely for the simplicity of this example. This 

while loop is responsible for running the state machine by running the current state, but what happens when 

currentState() runs?  Well right before the loop we initialized currentState to equal StateA(). This means that when 

currentState() is called it runs the code that is located inside of StateA(). This is the process of defining the State 

Machine’s initial state. At some point while running StateA() some condition will become true and currentState will be 

set to StateB() and the next time the machine executes, StateB() will run.  There is no need to check what state the 

machine is currently in to decide what logic to run, all that is handled by simply calling currentState() and the right 

function gets used. The states are implemented in their own functions, which keeps them modular and maintainable. 

Adding new states is as easy as writing the states themselves, and because the whole control structure of the State 

Machine is handled with a single variable (currentState) creating multiple state machines is trivial. 

 One final note on implementation, in all of the examples so far the logic for the transitions is written inside the 

logic for the states themselves. This is how many state machine implementations handle it including Unreal Script. 

However, there are more advanced implementations that handle the transitions as their own objects and evaluate them 

separately.  In my opinion this implementation is preferable and is more robust, but that requires a much more 

advanced approach.  

 

 

 



The Combat State Machine 

 At the heart of any melee combat system is what I call the combat state machine. This is a state machine that 

controls any entity that’s going to be directly involved in the melee. It’s important to note that a game might not 

explicitly implement their system using a state machine, however the behavior of the game will still likely fall in line with 

the principles I’m covering. The following is the core Combat State Machine. 

 

So, let’s go through it shall we. First off the initial starting state of this machine is the Idle state. It is called Idle not 

necessarily because the character is idling, but because he is idling in terms of combat. You can call this state Neutral if 

it’s easier to think about it that way. 

Idle State:  The Idle state is the hub of the entire state machine. It represents the state where the player or AI can take 

an action. As we go deeper into studying the state machine we’ll see that exiting and entering the Idle state begins and 

ends a single combat sequence. What that means will depend on the game; it can mean completing a combo, finishing a 

quick time event, or whatever else the designer can come up with. For now I’ll keep it generic. I like to borrow a term 

from music and refer to one of these sequences as a “phrase”. A player will likely end up spending most of his or her 

time within the Idle state. Non-combat elements like movement, jumping, and interacting with the environment will 

occur while in the Idle state. Those elements will have their own implementation that has little to do with the combat 

state machine, but as far as the combat system is concerned the player or AI is idling. 

 The Idle state has a transition to every other state. Transitioning to the Attack state or the Defense state is an 

active transition, meaning that the transition is caused by some action that the player knowingly decided to take. 

Transitioning into the Hit Reaction state is a more passive transition, meaning that the transition was the side effect of 

something that happened to the player and requires no direct action.  Leaving the Idle state means that the player no 

longer has total power over how the state machine will flow and instead is at the mercy of the rules of combat. The 

Transitions from the Idle state are as follows: 

Idle → Attack: Player Initiates Attack (Generally via a button press) 

Idle → Defense: Player Initiates Defense (Generally via a button press) 



Idle → Hit Reaction: Player or AI collides with someone else’s attack 

Attack State: No mystery here. While the machine is in the attack state the character that the state machine controls is 

in the middle of an attack. As I mentioned before a state machine can only be in one and only one state at a time. This 

means that while the player is attacking he doesn’t have access to the behaviors in the idle state. Usually this means he 

cannot move, or at least cannot move as freely. In general the player must wait until he transitions back into the Idle 

state before having access to his entire range of choices again. Here Attack has only one transition, and that’s back to 

Idle. 

Attack → Idle: Attack ends (Generally means an animation finishes) 

The important thing here is that there is a perceptible amount of time spent in the Attack state. It is not the case that 

you initiate the attack and immediately return back to idle. As described in the transition description a player must wait 

for the attack to finish before returning to Idle. Though the amount of time spent in the Attack state is usually defined by 

the length of the attack animation, what actually constitutes as the end of an attack is up to the designer. Just 

remember though that returning to the Idle state means that the player has full discretion as to what action to perform; 

this includes attacking again. 

Hit Reaction State:  The machine will enter this state when someone else’s attack successfully hits the character. An 

interesting note is that if one machine entered the Hit Reaction state that means that another machine is in the attack 

state. This is assuming that the environment did not cause the hit react, which will be the case in many games. The Hit 

Reaction state has only one transition. 

Hit Reaction → Idle: Hit Reaction ends (Generally mean an animation finishes) 

Just like with the Attack state a Hit Reaction almost always means an animation plays. Exiting the Hit Reaction state 

means that the animation has finished playing, but as always what actually constitutes a hit reaction is up to the 

designer. As I mentioned before, where there is a hit reaction there is an attack, and one of the purposes of the hit 

reaction is to reward the attacker for making a successful attack. Another very important purpose of the hit react is to 

allow the attacker to finish his attack. Because the attacker is in the attack state he does not have access to his full range 

of actions. He is making himself vulnerable to someone else’s attack. By successfully landing his attack and putting his 

target in the Hit Reaction state the target also no longer has access to its full range of actions. This exchange between 

attack and hit reacts is what I referred to before as a combat phrase and the phrase ends once the target returns to its 

Idle state. This relationship between attack and hit reaction is very important to keep in mind, and the amount of time 

spent in the Hit Reaction state needs to be comparable to the attack that caused it. This is one of the big areas where 

balancing needs to be done, but more on that later. 

Defense State:  The purpose of the defense state is, as the name suggests, to defend against attacks. It’s the rock to 

attack’s scissors.  If an attacker lands an attack while his target is idle, then the attack is a full success and the target goes 

into the Hit React state. If the attack lands while the target is in the Defense state then the attack is not a full success 

and something else happens. Now that something is left completely to the imagination of the designer. The defense 

state can be something like a block where the target hit reacts but does not take damage. There are games that use the 

defense state for a dodge that have their own rules of success and failure based on timing. A new trend that’s emerging 

is that defending means countering an attack where a successful counter initiates its own attack. The defense state is 

much more fluid than the other states in the combat state machine and beyond negating an attack it does not have a 

concrete definition. However regardless of what “defending” means it occurs in the Defense state. Here’s the Transition: 

Defense → Idle:  Defense ends (meaning is game specific) 

Some games like platformers don’t have a Defense state. This is ok because melee combat is not a central part of that 

game experience, but any game where melee needs to be even a little more complex should try to come up with some 

kind of Defense mechanism, but it certainly doesn’t have to be the traditional block or dodge. 



 We now have all the parts for a combat system and a basic understanding of their functions. However the 

combat state machine as I have explained it so far is only a bare bones version. If you implemented a game with a 

combat system that followed only the current machine it probably wouldn’t be very interesting, and even might lack 

some functionality that the player is expecting. Now, everything I’ve talked about so far is important and I don’t 

recommended taking anything away from the core combat state machine. Adding to it though is highly recommended 

and is how we’re going to come up with some cool combat mechanics. 

 So let’s start adding. 

 

First we’re going to add a transition from Attack to Hit React. This transition is used to handle any situation where a 

character gets hit while in the middle of an attack. This situation can come from any number of sources. It can happen 

when the player is attacking an enemy and a second enemy attacks the player from a different direction or from afar 

with a ranged attack. It can happen when an enemy attacks the player and the player reacts with a faster attack and hits 

the enemy first. The key point here is that once the character leaves the Attack state his attack is interrupted. This can 

become an interesting tactical decision for a player, whether or not to attempt to counter an enemy attack or simply 

defend against it. In the case where it is the enemy interrupting the player’s attack it can be an interesting obstacle that 

the player must strategize against. In any case this transition has become a mainstay in combat systems because the 

idea of a counter attack or beating your opponent to the punch, as the saying goes, is intuitive to players and opens the 

door for creating interesting options for the player when he chooses what kind of attack to execute. 

 

 As a side note this transition is one of the reasons that the combat state machine generally does not apply to 

shooter games. In those kinds of games instead of an animation length defining the attack state it’s the flight of the 

bullet to the enemy that would be considered the attack. It is usually not desired that if you are hit in a shooter that you 

not be allowed to fire back (attack) until a hit reaction finishes occurring. Also because the firing of a bullet is near 

instantaneous the idea of interrupting an attack does not make sense from a player expectation stand point. Though, it 

is my firm belief that if approached the right way, using the combat state machine in a shooter setting can produce 

some unique gameplay experiences.  



Alright let’s keep going through some of the more interesting and common additions to the combat state machine. 

 

I have now added two new transitions. One that goes from attack to itself and, because where ever there is a successful 

attack there is a corresponding Hit Reaction somewhere, one from Hit Reaction to itself. If you are confused by the idea 

of a transition that goes from a state back into the same state then you can think about it by hitting the reset button on 

the state. Normally after you have spent some time in a state a good part of its logic has run. If you want to start that 

logic all over again then exiting and reentering that state is a method to do that. Though it is not difficult to create logic 

that returns to its beginning, I personally find using states that transition into themselves useful. It keeps your thought 

process consistent and it allows you to represent the concept graphically. 

 The transition from Attack to Attack means that while you are attacking you may execute another attack before 

the first attack ends. Correspondingly for the transition that goes from Hit Reaction to itself means that before you finish 

hit reacting another hit lands and you begin a brand new hit reaction. Passing through these transitions is what is usually 

referred to as a combo. Now right away it is easy to see the potential for an imbalance or an exploit, and it’s important 

to understand that, unlike the Idle to Attack transition, these transitions need to follow strict rules. What these rules are 

will often times define the main difference between combat game X and combat game Y. I will go over some examples 

of these in a later section. 

  

The Attack State 

 Since we’re learning about combat design and the idea of an attack is what combat revolves around let’s take a 

deeper look into the Attack state and study the anatomy of an attack in general. As I mentioned before an attack 

generally consists of an animation. Let’s take a look at following attack animation for Ken from Marvel vs. Capcom 2 

 



This kick animation is composed of 15 frames and a 16th frame at the end showing Ken back in the Idle state.  This attack 

along with all other melee attacks is composed of three parts: 

1. What I call the Wind Up. This is the first part of the attack where the animation has already started but the 

attack collision is not activated yet. This means that a collision with the opponent during this part of the attack 

will not result in the opponent hit reacting or taking damage. 

 

2. What I call the Threat. This is the part of the attack that actually damages or causes the opponent or target to hit 

react. 

 

3. What I call the Wind Down. Much like the Wind Up, during this part, the attack collision is not active and a 

collision with the opponent or target will not cause a hit reaction. 

 

Let’s take a look at how Ken’s attack breaks down. 

 

Each of these parts serves a vital function in terms of game design. Whenever creating a new move to add to a 

character’s move set it is important to keep in mind the nature of each of these parts. 

Wind up: In general the wind up is used to telegraph a move. In other words when a character attacks a target, the wind 

up is the amount of time the target has to react to the attack. The longer the wind up the better the target will be able 

to plan his response to that attack. What the designer needs from the wind up will depend on the type of game. For 

example if you’re designing a 3-D beat-em up like God of War where the player is greatly outnumbered by enemy AI it is 

usually desirable that the wind up of the enemy attacks are long, somewhere of the order of 2x or 3x average human 

response time. (Average human response time is ~200 milliseconds for someone in the their early 20s) This gives the 

player a reasonable amount of time to address the threat.  On the other side in this kind of game the player’s standard 

or simple attacks should have very short wind ups (< 1x average human reaction time). This puts the combat advantage 

squarely in the hands of the player. Making the fact that he is outnumbered an enjoyable experience.  

 As you can probably guess the length of the wind up can be used to define the advantageous nature of a given 

attack. If two attacks are executed at the same time the one with the shortest wind up will reach the threat stage and hit 

its opponent first. Let’s take a look at Ken’s attack versus an attack from Guile also from Marvel vs. Capcom 2 

 

Here Guile’s Wind up is only four frames long, and naturally when these two attacks are executed at the same time we 

get the following situation. 

 



We see here that at frame 5 Ken is still in his wind up while Guile has reached the threat portion of his attack. In this 

case Ken’s attack is interrupted and he moves from his attack state into his Hit Reaction state.  Meanwhile Guile will 

continue with his attack and go into the Wind Down portion of the attack while Ken is hit reacting. So as you can see the 

Wind up of an attack can go a long way toward defining the personality of an attack. 

 At this point it is important to start thinking about balancing. One of the tenants of good balancing is that for 

every strength there should be a weakness. It’s easy to see how short Wind up times are a strength, but what should be 

an appropriate weakness? Well generally the attack’s effectiveness is the trade-off.  Effectiveness can mean how much 

damage the attack deals, or how big an area the attack will influence.  Moves with small or reduced wind ups can also 

have some kind of cost associated with them like magic points or a finite number of uses.  Likewise a long Wind up can 

be seen as a weakness and is a valid balancing method when you want to give an attack some kind of strength. 

Threat: The threat is the damage causing potion of the attack. It is the reason the player or AI chose to attack in the first 

place. From a balancing stand point the length of a threat does not actually play as big a role as the length of the wind 

up or wind down. Instead the length of the threat affects how the player perceives that attack.  The idea is that while 

the character is attacking anything that comes near him gets hit. This gives the player a sense of safety, which makes the 

move feel more powerful. Because of this, moves with long Threat times are often designed to be special attacks. Moves 

with longer threat periods also provide bigger windows of opportunity for attacks. If an attack has a very short threat 

then a player would need to time the attack to make sure he hits his target inside the small time window. If the threat 

were longer, then even if the player missed with the beginning of the attack there is still a chance that he could hit with 

the end of the threat. This is especially the case when attacking enemies that are meant to be low difficulty. They can be 

programmed not to respond to the threat from the player, which means they’ll walk right into the attack. This will make 

the player feel that the attack is accessible and easy to use. Moves that feel more accessible can be important to help 

novice players learn the game and avoid frustration. 

 There is also the other side of long threat times. Should the attack fail the extra time on the threat is added to 

the amount of time the opponent has to respond to your attack. Furthermore if the player or AI is planning on hitting 

the opponent with the end of his threat, the beginning of the threat is added to the telegraph of the move, which again 

adds to the time the opponent has to react to the move. Also, despite the aura of safety the player feels during the 

threat part of the attack, it is usually the case that the player can still be successfully attacked. This attack can come from 

behind, or from some kind of projectile. The point is that during the threat the character is still vulnerable, and the 

longer the threat the longer the character is vulnerable to attacks that can penetrate his threat. 

 Though length is important to think about when creating the threat of an attack what is more important is its 

shape.  The shape of the threat will determine whether the attack will be effective against targets in the air or ducking in 

front of you. It will determine if you can only hit targets in front of you or if it can hit targets around you or even behind 

you. Once again let’s take a look at Ken’s kick versus another move. This next move will be a sweep from Ryu. 

 

Here we see that Ryu’s attack is low. So what happens when we put it up against Ken’s kick? 

 



What we’re seeing is the first frame of both Ken and Ryu’s threat. Given these images the player would expect the 

collision data from Ken’s attack to be on his foot over his head, and it is. The collision on Ryu’s attack is on his extended 

foot. Even though both characters reach the threat portions of their attacks at the same time, the shape of those attacks 

will cause Ken to miss over Ryu’s crouched body, while Ryu’s attack connects directly at Ken’s feet. 

 Here’s another example of how the shape of the threat can be used as an advantage. 

 

In this case, the shape of Dhalsim’s attack (on the left) makes it so that he can hit opponents from a distance outside his 

opponent’s range. When it comes to the shape of an attack the sky’s the limit. Shapes can be in front or behind; they can 

attack above, below or all around. When dealing with three dimensions, attack shapes can be even more diverse. Take a 

look at these screenshots from God of War. 

 

 



 

 

Creating moves with varying shapes will give the player many interesting decisions when picking an attack, and promote 

rich tactical situations. 

Wind down:  If the hit react is a reward for successfully landing an attack, then the wind down is a reward for 

successfully avoiding one. Once an attack reaches the wind down portion it can no longer do damage, however the 

attacker is still in the Attack state and does not have full access to all his actions i.e. he is vulnerable until the attack ends 

and he returns to the Idle state.  This provides a prime opportunity for an opponent to retaliate against the attacker. Just 

like with the wind up a long wind down is a weakness and is a very common tool used to balance a move’s strength. In 

fact in most games the strongest moves are almost always accompanied with the longest wind downs. 

 Much like with the wind up what the designer needs from the wind down will vary greatly depending on the 

kind of game he or she is creating. When deciding how long the wind down of a player’s attack should be you don’t want 

to make it too long. At the most you want the wind down to give opponents enough time to react to the attack only if 

they are already in an advantageous position and only if the player made a bad decision as to which move to use. As 

mentioned before the wind down should be proportional to the strength of the attack, but in reality it should not be any 

longer than one or two seconds. Any longer than that the player might get frustrated by that move and moreover a wind 

down that long means that the player has to wait before he may resume performing actions, effectively halting the 

gameplay experience. The actual limits of the wind down will of course be dictated by the pace the designer wants to 

set, but this should always be kept in mind. Having said that, when creating wind downs for AI characters, 

extraordinarily long wind downs can be very useful tools. 



 When creating a game like Street Fighter where the characters involved in the combat must be balanced and on 

even ground, it’s usually desirable that all attacks will cause an opponent to hit react. This is offset by the small windows 

of opportunity that an opponent has to react and interrupt attacks (approaching 1x human reaction speed). However, in 

games where the player is fighting against AI’s it is common have enemies only hit react to certain attacks or not hit 

react at all. This is a tactic that can be used for more difficult AIs or even bosses. Consider this match up from Devil May 

Cry. 

 

In a case like this, the player’s perception of the enemy being strong is enforced by not being able to cause him to hit 

react so easily. Even though both characters still follow the flow of the combat state machine, the machine that controls 

the boss may have the transitions that go into the Hit Reaction state… 

 

…follow special rules or even be absent all together. This poses a challenge to the player by making it difficult to choose 

a time to attack. Normally if the player can land an attack first, his opponent will hit react, which leaves the player safe 

from retaliation. An enemy like this though can attack at any time. Which means the player is always vulnerable. The 

Player’s strongest moves usually also have the longest animation times; this leaves him defenseless also for the longest 



times. He can choose to engage whatever defense his Defense state implements, but unless that defense can also 

directly defeat the enemy, the player will eventually lose. This is a common set-up for a boss and the solution to the 

player’s problem is usually found in the wind down of the enemy’s attacks.  Attacking while the enemy is defending 

should be futile by design; attacking while in the Idle state seems like the straight forward solution but using attacks that 

are too long will leave you vulnerable. The player can attack during the Wind up or threat part of the enemy’s attack but 

because it won’t get interrupted the player still needs to evade the attack.  The player does not have access to his full 

range of actions while attacking so it’s harder to evade an attack while attacking. This leaves the wind down of the 

attack. The enemy cannot attack again until his wind down finishes and he returns to Idle. This is the only time the 

player can attack with confidence. So in these situations it can be useful to give the enemy an extraordinarily long wind 

down time, long enough for the player to complete several attacks giving him a clear opportunity to attack and 

eventually defeat the enemy. 

This is one example of how you can use the wind down of an attack effectively from a design point of view. 

 Playing around with and tweaking the three parts of the attack can and will lead to some very interesting 

combat systems. If you’re not careful, though, it can also lead to some disastrous and un-fun situations. There are a few 

things we want to avoid. First we want to avoid inadvertently making moves within the same move set obsolete. If we’re 

going to make moves, there is no point in making a move that the player has no reason to use. Doing so reduces the 

number of interesting choices the player has. If that number gets reduced too much then the game can become 

repetitive because the player is executing the same choices over and over again. This may sound obvious, and I don’t 

imagine people do this on purpose, however it is very easy to do this by accident or even without being aware of it. To 

avoid this, the wind up, threat, and wind down, of a given attack need harmonize with the hit reaction that the attack 

causes. More than that they need to harmonize with the attributes of the other moves in the move set and with the 

moves in the enemy’s move set. 

Take a look at the following set of moves. 

Move Name Wind up Threat length/shape Wind down Hit Reaction 

Player Light 100ms 200ms/front 200ms 400ms 

Player Medium 200ms 300ms/front 300ms 600ms 

Player Hard 300ms 400ms/front 400ms 700ms 

Enemy Punch 650ms 300ms/front high 400ms 700ms 

Enemy Kick 650ms 300ms/front low 400ms 700ms 

 

Now balancing will always depend on the kind of game you are balancing for so let’s say that these moves are for a 

single player game where melee combat is a frequent occurrence, but not the central feature of the game, something 

like a platformer or an open world game.  The player will fight against AI and the average encounter happens in waves of 

3 or fewer enemies. Examples of games that roughly match this description are Prince of Persia by Ubisoft and Soul 

Reaver by Eidos Interactive.  Ok, so keeping that kind of game in mind take a look at these numbers and see if you can 

spot the imbalance. The imbalance here is that all of the player’s wind ups are shorter than all of the enemy’s wind ups. 

This actually causes two major problems.  Compare the player’s hardest attack with his lightest. The wind up is three 

times longer, and everything else is twice as long including the overall length of the attack. On the face this makes 

perfect sense, but when you look at the enemy’s wind up we see that the player has 350 milliseconds to notice and react 

to the attack with his hardest attack. This interrupts the enemy’s attack nullifying it. Usually the theory behind having a 

fast attack is so you can counter enemy attacks, and to offset this strength you make the move deal less damage.  In this 

case, even though the light attack is 200 milliseconds faster, the hard one is still fast enough making the other movers 

obsolete. The hard attack can perform the function of the light and medium and it does more damage. There is no 

reason to use the faster moves, which means that the player has degenerated to having only one move. 

 There is a second issue caused by the same problem with the numbers.  You see because the player’s moves are 

all faster than the enemy’s it is probable that the enemy will never have an opportunity to attack the player. If the 

enemy attacks the player first, the player has enough time to counter the enemy and interrupt the attack. If the player 



attacks first and lands his attack the enemy will not have time to retaliate. Even if the enemy attacks as soon as he stops 

hit reacting the player still has enough time to counter this second attack. This means that with these attacks the player 

can interrupt the enemy’s attacks infinitely by spamming attacks. Keep in mind that this is not a problem with the hit 

react times, don’t forget hit reacts are there to allow the attacker to finish his attack without letting the target retaliate 

during the wind down.  This second problem is not straight forward to solve, and different games will solve it different 

ways. Now remember this is a game where the player is fighting multiple enemies at once so the battle advantage needs 

to stay with him, because of this we don’t want to give the enemies moves that the player can’t react to. 

 Let’s tackle the issues one at a time. As far as the first issue goes, for my example I purposefully picked moves 

that are more appropriate for a fighting game, where two human players would have very little time to react to one 

another’s moves. If I were to rebalance the move set, without changing the enemy’s attacks or adding moves, I would 

make it look like this. 

Move Name Wind up Threat length/shape Wind down Hit Reaction 

Player Light 300ms 200ms/front 200ms 400ms 

Player Medium 500ms 400ms/front 400ms 600ms 

Player Hard 800ms 2500ms/sphere 1000ms 4000ms 

Enemy Punch 650ms 300ms/front high 400ms 700ms 

Enemy Kick 650ms 300ms/front low 400ms 700ms 

 

Here the player’s light and medium punches are still both faster than the enemy’s however the difference between the 

player’s medium wind up and the enemy’s wind up is only 150 milliseconds. This means that the player will not have 

enough time to react to the enemy’s hit with his medium attack; that function is reserved for the light attack. However, 

because the medium attack’s wind up is still faster than the enemy’s the enemy will never be able to counter the player.  

I’ve also dramatically increased the player’s hard attack as well as gave it a different shape. This relegates it to the status 

of special or super attack. Using it at the wrong time gives enemies plenty of time to counter it, and a miss gives enemies 

a whole second to respond to you. A successful attack, though, will deal massive damage, hit all near-by enemies, and 

with such a big hit react, give up to a whole second to do whatever you need to do. Now that light attack still poses a 

problem. It is still fast enough so that the player can lock down an enemy by spamming the attack. 

 Once again this is not a problem with a straight forward solution. Whatever method we use to solve this 

problem is going to involve AI and designing adequate behaviors. The usual solution is to add more enemies in 

conjunction with the behaviors. The idea is that while you’re pummeling one enemy the others try to attack you from 

behind. Having many targets to keep track of challenges the player to continue his barrage of attacks while making sure 

the other enemies don’t successfully land an attack on him. Employing AI behaviors like this bring with them their own 

set of balancing issues. Notice that the total length of the player’s light attack (700 ms) is greater than the length of 

Enemy’s wind up (650 ms). This means that it is possible to design an AI such that whenever the player attacks an enemy 

a second enemy can perform an attack at roughly the same time and successfully land a blow 100% of the time. 

Consider the following timeline of events. 

 



What we’re seeing here is that the player starts his attack on Enemy A at time = 50 milliseconds. Then, Enemy B Begins 

his attack on the player 25 milliseconds later (remember a computer’s reaction time can be nearly instantaneous).  650 

milliseconds after Enemy B starts his attack, at time = 725 milliseconds, that attack begins its threat section. At this time 

the player is still winding down from his attack and will get hit by the enemy.  Whether this is desirable or not is up to 

the designer and will depend on the kind challenge he or she is trying to create, and its level of difficulty.  In this 

scenario, if the AI is programmed to always respond this way this means that every attack by the player will have 

negative consequences if there is a second enemy nearby. As a personal choice I do not like these kinds of situations so I 

prefer to create situations with timelines that look more like this. 

 

Here the player performs his attack at the same time (50 milliseconds). In this timeline however the enemy’s attack will 

not land until time = 800 milliseconds which is after the player ends his attack and returns to Idle. This allows him to 

enter his Defense state. Once the enemy finishes his threat section at time = 1100 milliseconds the player can initiate an 

attack of his own. If the player times his attack well and initiates his attack immediately his 300 millisecond wind up will 

end at time= 1400 milliseconds and strike the enemy while still winding down. So to achieve this I just moved the time 

the enemy attacks up. How much will depend on the attacks involved. If you’re going to have the enemy attack while 

the player is attacking I like to follow the following rule. 

ὉὲὩάώ ὃὸὸὥὧὯ ὖὰὥώὩὶ ὃὸὸὥὧὯ ὖὰὥώὩὶ ὃὸὸὥὧὯ  ὉὲὩάώ ὃὸὸὥὧὯ  

This will ensure that it is at least possible for the player to respond to the attack, and prevent the player from being able 

to win the encounter by mindlessly spamming his attack. Now I do want to point something out just so that there’s no 

confusion. You may have noticed the small amount of time between the player’s actions. Between the end of the 

player’s attack and the start of the enemy’s threat there is only a 50 millisecond difference, way less than any human’s 

response time. You may think that this timeline is unrealistic. Well it’s important to remember that once the player 

performs his attack he has to wait until it finishes before performing his next action, however during that time he can 

still think about and decide his next action. This means that the player still has the enemy’s entire wind up to think about 

his reaction and he can then execute that action at any time including immediately after the end of his attack. 

 The larger the number of enemies the better this works. For this game there are usually two or three enemies 

engaging the player so this should be fine, but what about one on one matches?  Well remember that the player is 

designed to have a decisive advantage over the enemies, which is why we created mob based behaviors. With these 

kinds of enemies, one on one battles will always be dominated by the player. If you want interesting one on one 

matches you will need to give the AI some method to overcome the player’s advantage, and deal with the attack 

spamming problem. Some simple suggestions include a defense state that allows the AI to counter the player’s attack. 

You can also modify the hit reaction rules for the enemy, much like in the boss example from the earlier section. 

 When balancing moves another thing we want to avoid are exploits. In melee combat games this often takes the 

form of infinite combos. That is, a series of moves that can be continued infinitely and once landed the target has no 

defense against. Exploits of this kind are incredibly frustrating to a player when he is the target. Since an infinite combo 

will inevitably lead to defeat for the target of such an attack, the player is helpless to do anything except watch while his 

character gets destroyed. This feeling of helplessness can instantly turn a player off to your game and furthermore can 

be very humiliating to some people. This again can make a player not want to play your game ever again. Now, because 



the ingenuity of your players is limitless it’s no use trying to avoid this problem by testing all permutations of moves. 

Balancing needs to be done deterministically. So let’s take a look at the causes of these kinds of exploits.  

 Once again the root cause of the imbalance is that the three parts of the attack and the hit reaction are not in 

sync. Let’s take a look at this exchange between Ken and Ryu. 

First there’s Ryu’s attack. 

 

It is five frames of total animation length and a wind up of one frame. Now let’s say that this attack caused a hit reaction 

that looked like this. 

 

This Hit react animation is eight frames long and the last frame is the return to Idle. Now when we combine the two 

what we get will look like this. 

 

What’s going on here? Ryu begins his attack at frame 1. At frame 2 the threat on Ryu’s attack begins and Ken starts to 

hit react. Now Ryu’s attack is only five frames long so by frame 6 he returns to idle and can attack again. By Frame 7 the 

threat on Ryu’s second attack begins and connects causing Ken to start his Hit react animation all over again. Now Frame 

7 is identical to Frame 2 and the cycle can continue infinitely. In this case at frame seven Ken’s state machine is traveling 

through this transition. 

  

Meanwhile Ryu is returning to Idle and executing a new attack at frame 6. Like This… 



 

So this is what happens when a hit react is too long, but we also have to worry about the other side of the coin and 

make sure hit reacts aren’t too short. Take a look at the next set of Attacks and Hit React. 

Here we have a kick from Ken. 

 

And this Hit React From Ryu. 

 

Put them together and we have an interaction that looks like this. 

 

The image is a little small so let me walk you through it. In frames 1-4 Ken is winding up his attack and nothing is out of 

the ordinary.  On Frame 5 Ken’s threat begins and Ryu starts to Hit React. By Frame 7 however Ryu’s Hit react is coming 

to an end, but Ken is just beginning his Wind down. On Frame 8 Ryu has returned to Idle and begins an attack of his own. 

On frame 9 Ken still has 3 more frames before he returns to Idle, but Ryu has reached the threat of his attack and lands 

an attack on Ken.  So even though Ken successfully landed his attack there is no way to prevent Ryu from retaliating. 

Aside from being frustrating to have your success punished, this is problematic because this kind of move becomes 

obsolete, which reduces the number of interesting choices a player has. Furthermore, once this issue is identified by 

both players the move becomes a liability. This means that if the player accidentally performs this move it can be 

considered a mistake, and I believe that giving a player a choice that serves no other function than to hurt him is a bad 

thing. Now, of course, if done on purpose it is possible to give a move like this some feature that makes this weakness 

worth it and all of a sudden performing the move becomes a calculated risk and the interesting choice is re-established. 

However it can be very easy to do this by accident and if that’s case, it is unlikely that a balancing strength will be 

created by accident as well.  



 Once again it is very difficult to prevent these imbalances by testing all permutations of attacks so we have to 

take a deterministic approach. So when creating moves that you want balanced, the length of the hit react caused by a 

given attack should follow this rule of thumb 

ὃὸὸὥὧὯ ὝὬὶὩὥὸ ὡὭὲὨ Ὀέύὲ  

ὃὸὸὥὧὯ ὡὭὲὨ Ὗὴᶻ  ὌὭὸ ὙὩὥὧὸ  ὃὸὸὥὧὯ ὡὭὲὨ Ὗὴᶻ  

There’s quite a bit of information going on in these equations so I’ll explain each part. 

¶ ὃὸὸὥὧὯ  - This variable represents the amount of time that remains before the current attack ends 

¶ ὝὬὶὩὥὸ  – The entire length in time of the threat of the current attack 

¶ ὡὭὲὨ Ὀέύὲ  - The entire length in time of the Wind down of the current attack 

¶ ὌὭὸ ὙὩὥὧὸ - The length in time of the hit react that was caused by the current attack 

These next two are where it gets tricky. 

¶ ὡὭὲὨ Ὗὴᶻ  - This is not the wind up of the current attack. Instead it is the length in time of the shortest 

wind up in the target’s move set. The target is the character that is hit reacting as a result of the current attack. 

If the hit react is not in-sync with this number the target will be able to return to idle initiate the attack with the 

shortest wind up and land before the attacker finished his wind down. 

¶ ὡὭὲὨ Ὗὴᶻ  - Here we’re taking the values of multiple wind ups in the attacker’s move set. At a bare 

minimum this needs to equal the wind up of the current attack. If the length of the hit react does not fall in line 

with this value then the attacker can simply perform this attack again, and if there isn’t some other factor to 

prevent the attack from succeeding to land then it can be performed infinitely. If this value is equal to the length 

in time of the fastest wind up in the attackers move set then the attacker will not be able hit the target a second 

time before the target returns to idle. If this value is chosen to be between the length of the wind up of current 

attack and the length of the shortest wind up then the attacker will be able to land a second attack on the target 

while that target is still hit reacting with any attack that has a wind up shorter than this value. Let me repeat 

that. The attacker will be able to land a second attack on the target while that target is still hit reacting with 

any attack that has a wind up shorter than this value.  

 

Here’s an example. Consider the following move set. 

Name Wind Up Threat Wind Down Hit Reaction 

Light Punch 100 ms 200 ms 200 ms 450 ms 

Medium Punch 200 ms 300 ms 300 ms 750 ms 

Hard Punch 300 ms 400 ms  500 ms 1150 ms 

 

If the player started with a Hard Punch the following could happen 

 



Here we have the player start a Hard Punch at t=0. At t=300 the threat of the Hard Punch begins and the target begins to 

hit react. At t=1200 the hard punch ends, but the target still has 250 milliseconds before his hit react ends and he 

returns to Idle. If the player were to try and perform another Hard Punch those 250 milliseconds would expire before 

the attack’s 300 millisecond wind up completed, hence the target could defend against the attack. However, the 

medium punch has a shorter wind up of 200 milliseconds and in the timeline above the attacker performs a medium 

punch immediately following his hard punch.  So the threat of the medium punch begins at t=1400, 50 milliseconds 

before the target returns to Idle so he begins to hit react again. At t=2000 the medium punch ends, but the target still 

has 150 milliseconds before his hit reacts end. Both the medium punch and the hard punch have wind ups that are too 

long to follow up with. The light punch however is quick enough, so the attacker decides to perform the attack. At 

t=2100 the threat of the light punch begins and the target begins to hit react for a third time. At t=2500 the light punch 

ends and the target has 50 milliseconds left before he can return to Idle. This time however, the attacker has no moves 

in his move set that have a short enough wind up to follow up with, and the target manages to return to Idle at last and 

the attack phrase or sequence comes to an end. So as long as the hit reacts follow the equation I specified above infinite 

combos will be avoided and the phrase will eventually come to an end.   

 

 I know I’ve said it quite a few times already but let me say it officially now. Balancing a combat system is 

completely dependent on the kind of game you’re balancing for. Combat systems fall into two major categories: Player 

vs. Player and Player vs. AI. Then Player vs. AI breaks down into two further categories: one vs. one and one vs. many. 

Player vs. Player games are usually one on one. These are the fighting games like Street Fighter, Mortal Kombat, Soul 

Calibur, and other games in that genre.  In these kinds of games balancing move sets needs to be focused on parity. This 

means that no move set a player can pick (usually different move sets means different characters) is at an advantage 

over any other.  This is where having all those hit reacts be in sync with the attacks that caused them becomes very 

important. The ideal situation is that player skill is the only determining factor in victory or loss. This is because games 

that are primarily player vs. player are competitions, and more than that they are competitions between the players not 

the move sets.  Though it’s very hard to achieve this it is the usual goal. In player vs. player games there also exist team 

vs. team scenarios but this is a total different beast and is outside the scope of the melee combat principles being 

covered here. 

 On the other side you have player vs. AI games. These kinds of games are as varied as the fish in the sea, and the 

way a designer wants to balance them will all depend on the experience he or she is trying to create.  I’ve tried to point 

some of the common issues with these kinds of games above, but because they are so varied I won’t try and make any 

sweeping generalizations. Instead I encourage you to look at some of the examples and case studies at the end of this 

article. 

Combos: 

 So we’ve talked a little about the transition from Hit Reaction to Itself. 

 

But let’s talk about the transition that goes from Attack to itself. 



 

This is the transition that is responsible for what we usually think of as combos. I mentioned in an earlier section that the 

rules that govern this transition can be a defining feature in what makes one fighting system different from another. So 

when designing a combat system of your own it helps a lot to spend a good amount of time thinking about this part of 

the game. Let’s go over some common and interesting combo systems and what makes them different from one 

another.  

First off let’s give a concrete definition for the word combo. A combo is a series of attacks such that if the first 

attack succeeds the target cannot defend or evade the subsequent attacks ensuring their success. Another related 

definition is a series of attacks that can be considered to be a single attack for design and gameplay purposes. The idea, 

as always will differ depending on the type of game you’re making, but these definitions are a great starting point.  Now 

the first combo system I’m going to talk about is one that I have already described.  Before I described a move set that 

looks like this. 

Name Wind Up Threat Wind Down Hit Reaction 

Light Punch 100 ms 200 ms 200 ms 450 ms 

Medium Punch 200 ms 300 ms 300 ms 750 ms 

Hard Punch 300 ms 400 ms  500 ms 1150 ms 

 

We then went on to see how the player could initiate a hard punch followed by a medium punch, and then finally a light 

punch and have each attack land while the target was still hit reacting. Because the target is passing though the Hit 

Reaction to Hit Reaction transition (i.e. he could not defend between attacks) this is considered a combo.  

 

 This is what I call an Inherent combo system. The ability to combo one move into another is determined 

completely by the inherent characteristics of the attacks, their wind up, threat, wind down, hit react, and shape. This can 

be a very elegant method for designing combos because it can be done 100% design side without the need for extra 

systems. Now the example I have above is very simplistic as it only has three moves, furthermore the combo goes from 

hard to light, which is considered counter-intuitive. Let’s take a look at a move set that’s a little bit more tailored to this 

kind of combo system.   

First let’s remind ourselves about some important points. We need to make sure that we do not create infinite 

combos, but we’re also trying to create some inherent combos. The equation we’re dealing with is this one. 



ὃὸὸὥὧὯ ὡὭὲὨ Ὗὴᶻ  ὌὭὸ ὙὩὥὧὸ  ὃὸὸὥὧὯ ὡὭὲὨ Ὗὴᶻ  

But in order to make an inherent combo we’re concerned about this part of the equation: 

ὃὸὸὥὧὯ ὡὭὲὨ Ὗὴᶻ  ╗░◄ ╡▄╪╬◄■▄▪▌◄▐ ═◄◄╪╬▓►▄□╪░▪▀▄►╦░▪▀ ╤▬╪◄◄╪╬▓▄►
ᶻ  

In particular we are looking to create this situation. 

ὌὭὸ ὙὩὥὧὸ  ὃὸὸὥὧὯ ὡὭὲὨ Ὗὴᶻ  

Any attack that has a wind up that makes this last equation true will be part of an inherent combo. Having said that we 

also have to remember that we need a move in every combo that has a wind up that satisfies the first equation so that 

the combo will end. If there is no such move then we have an infinite combo, which is an imbalance.  So here’s a move 

set. 

Name Wind Up Threat Wind Down Hit Reaction 

Kick Attack 1 330 ms 400 ms 400 ms 1115 ms 

Kick Attack 2 320 ms 400 ms 400 ms 1105 ms 

Kick Attack 3 300 ms 400 ms  400 ms 1050 ms 

Punch Attack 1 340 ms 400 ms 400 ms 1115 ms 

Punch Attack 2 310 ms  400 ms 400 ms 1105 ms 

Punch Attack 3 280 ms 400 ms 400 ms 1050 ms 

Energy Attack 1 380 ms 400 ms 400 ms 1160 ms 

Energy Attack 2 350 ms 400 ms 400 ms 1115 ms 

Energy Attack3 300 ms 400 ms 400 ms 1050 ms 

 

Here we have a move set of nine moves; in a real world setting you might have dozens of moves, but I wanted to keep it 

simple. This should still get the point across though. First off these moves are not meant to be in a hierarchy of strong, 

weak, fast or slow.  These are all parallel moves where one is just as good as the other. You’ll notice that the difference 

in times is so miniscule that it’s barely perceptible to the human eye when animated, however it is still enough to 

determine whether or not two moves can be combined into a combo. For example you can see that if you were to 

perform Punch Attack 3 it’s 1050 millisecond hit react would mean that there would have to be an attack with a wind up 

of less than 250 milliseconds to be able to hit the target again while he was still hit reacting, and as you can see there is 

no such attack. If you were to perform Energy Attack 2, however, its 1115 millisecond hit react means that any attack 

with a wind up faster than 315 milliseconds can land a hit before that hit react ends, and there are four attacks that 

meet that criteria. The attack combinations that are combos within this move set breakdown as follows: 

1-hit combos: 9 

2-hit combos: 26 

3-hit combos: 27 

4-hit combos: 9 

 

So just with this small set of nine moves, I’ve managed to generate 51 different combos of varying length.  Also, because 

I made sure to create my move set with the balancing equation I can be positive that every combo will come to an end 

and that there are no infinite combos. Now in this case I only used the timings to create combos. In a real world setting 

you might also use the shape of the attack and the nature of a hit react to create inherent combos. For example some 

attacks might only hit a target in the air or on the ground, and some hit reacts might pop the target into the air or knock 

him on the ground.  These kinds of decisions are what will make each of the moves interesting to use.  

 There are several benefits to using a combo system like this. First off with a small amount of work you can 

create very large numbers of combos, and be confident that the game remains balanced.  Like I mentioned before 

another advantage is that you do not need any extra rules built into your system to handle combos. This keeps the 

technical aspect of your game engine simpler, fewer parts means less time to build and fewer parts to maintain. On the 



down side it can be difficult to control the number of combos generated from this method. If for some reason you want 

your game to have nine moves, but only six combos you might have a hard time of it. Also because all of the combos are 

composed of the same moves it can be difficult to create combos that are flashy or reach a very high level of aesthetic 

quality.  Examples of games that incorporate this style of combo development into their fighting system are the Tekken 

and Soul Calibur series. 

 Now, because we’re only using the inherent properties of the attacks to create combos we are not actually using 

the transition from the attack state to itself. With inherent combos each part of the combo is a complete attack from 

wind up to wind down. That means that the combat state machine for the attacker is being allowed to exit the attack 

state into the Idle and then begin a brand new attack. 

 

Opposite to Inherent combos are what I like to call fixed combos. A fixed combo is a well defined combo created by the 

designers and explicitly placed into the game using special rules. This means that instead of using the inherent timings of 

the attacks to form combos the designer explicitly creates the combo and uses some kind of system to override the 

natural properties of the attacks. Combos that are not inherent combos will be using the transition from Attack to itself. 

 

Let’s revisit our move set except this time we’re going to remove all inherent combos. 

Name Wind Up Threat Wind Down Hit Reaction 

Kick Attack 1 330 ms 400 ms 400 ms 770 ms 

Kick Attack 2 320 ms 400 ms 400 ms 760 ms 

Kick Attack 3 300 ms 400 ms  400 ms 750 ms 

Punch Attack 1 340 ms 400 ms 400 ms 780 ms 

Punch Attack 2 310 ms  400 ms 400 ms 760 ms 

Punch Attack 3 280 ms 400 ms 400 ms 750 ms 

Energy Attack 1 380 ms 400 ms 400 ms 790 ms 

Energy Attack 2 350 ms 400 ms 400 ms 785 ms 

Energy Attack3 300 ms 400 ms 400 ms 750 ms 

 

So here we have a move set with no inherent combos so combat sequences are one attack long. Now with this move set 

a designer decides that he or she wants Punch Attack 1 followed by Punch Attack 2 to be a combo. How can the player 



perform these two attacks as a combo if the timings don’t add up? One way to go is when a correct combo sequence is 

input the first attack begins to execute, but before it finishes it’s cut short and the second attack begins. Usually this 

means cutting out the wind down of the first attack and going directly into the wind up of the second. Sometimes it 

might even mean cutting into the threat of the first attack as well. Let’s look at these two moves from Ryu’s move set. 

First we have an uppercut from Ryu. 

 

Next we have a special move from Ryu’s move set called the Shoryuken (Rising Dragon Fist). 

 

As a side note you’ll notice that in the Shoryuken the ratio of the wind up to the rest of the attack is very lop sided. This 

is one of the things that makes the Shoryuken a special move. Its shape also takes Ryu into the air enabling him to hit a 

target high above him, but the beginning of his threat is low enabling him to also hit a target low to the ground.  This is a 

highly designed and highly specialized move, and it comes with its balancing offsets including long wind down and 

difficulty of execution. 

 Ok so now we have two moves that we combine to make a combo. We are deciding to make a combo that’s 

Uppercut then Shoryuken. So, Uppercut causes a hit reaction that is eight frames long which is the same length as its 

Threat and Wind Down added together. This means that by the time the player returns to Idle from his uppercut, the 

target has done the same and even the Shoryuken’s lightning fast single frame wind up is not fast enough to guarantee a 

second hit. This combo cannot be done inherently.  So what we’re going to do is forcefully cut short the uppercut and 

initiate the Shoryuken, explicitly creating the combo.  

 Up until now we have only been attacking while in the Idle state. What I have suggested above flies in the face 

of the whole idea of the Combat State Machine. Specifically that the behaviors that the fighter can perform are different 

and disjoint among different states. In other words the player cannot do in the Attack state what he can do in the Idle. In 

this case I am suggesting that the player be able to attack both in the Attack state and the Idle state. This dissolves the 

entire balancing mechanism that I’ve been using in this article. For this reason we have to impose very strict rules on 

when and how we use the transition from Attack to itself. If our rules are too lax and the player can freely begin a new 

attack before his current attack ends, then he will be able to perform infinite combos, the target no longer has a reward 

for evading an attack, and the function of the wind down and even the wind up can break down. So here’s an example of 

the kind of rules we can use to implement this combo. 

1. The Uppercut can only be canceled by a limited subset of the Ryu’s move set (for this example only the 

Shoryuken) 

2. The combo can only be executed if the input for the shoryuken is received after the beginning of the first frame 

of the uppercut, but before the end of the first frame of the uppercut’s threat (the third frame) 

3. If this combo is successfully executed then the Shoryuken begins immediately after the end of the uppercut’s 

third frame, no sooner and no later. 



These rules work together to keep control of combos within a system that can be balanced. The first rule limits 

which combination of moves can be combined to form combos. This is a good thing not only for balancing purposes but 

also because we can limit combos to combinations that make sense both gameplay wise and aesthetically. In other 

words if we know what combos exist we can design animations that look like they go together and maximize the 

coolness factor.  The second two rules work together to create consistency in the combo. If the combo always behaves 

the same way or close to the same way every time it’s executed it becomes easier to treat the combo as a single move 

with its own wind up, threat and wind down. Treating the combo as a single move means that all the techniques we 

used for balancing single moves can still be used with no modification.  So how does this combo look when we put the 

two attacks together? 

 

 As you can see what we have here is pretty much the two moves mashed together. The first three frames are 

from the uppercut, and the rest are from the Shoryuken. The important things to note here are that the uppercut is cut 

off before the threat ends and its wind down isn’t even in the picture. Second, note that the Shoryuken’s wind up is 

absorbed into the threat of the two hit combo.  So what we’re seeing is that by creating this combo the properties of the 

original two attacks are overridden and melded into the brand new properties of the combo as a whole. 

 In an earlier section I talked about how the rules used to control combos and the transition from Attack to itself 

can define the difference between combat game X and combat game Y. The above three rules are an example of some 

rules that can be used. If you decide to use different rules then you’d find that the overall feel of the game could change 

dramatically. There is one such rule that is both commonly used and commonly not used to great effect. To the player 

it’s a very subtle rule but it has a dramatic effect on the overall personality of the combat system.  The rule could be 

written as follows 

1. A fixed combo cannot be executed unless each part of the combo successfully hits the target. 

What this means is that if we had a fixed combo that was made of three attacks put together, the second attack 

could not be executed if the first attack missed, the third attack could not be executed if the second attack missed, and 

so on and so forth. This rule was very common with 2-D beat-em ups like final fight, the old X-Men arcade, and other 

games like it. 

  
 

These particular games had only one attack button. If you would hit that attack button continuously you’d see the 

character perform the same attack animation over and over going through its wind up, threat, and wind down. It would 

look like that character only had one attack. However the moment one of those attacks came into contact with an 



enemy you would see each of the successive attacks change animation into a cool combo without the need of a second 

attack button.  

  

 

Other examples of games that use this system are the Marvel vs. Capcom series, the Mortal Kombat games after Mortal 

Kombat 3, and all of the Street Fighter games. Examples of games that do not use this rule in their combo systems are 

God of War, Devil May Cry, and the Tekken and Soul Calibur series.  

  This also touches on another type of combo system. In my previous examples the combos we were creating 

were made up of attacks that were in the character’s move set. For example if a character can perform Attack A and 

Attack B as single non-combo attacks, and then there was a combo that is composed of performing Attack A then Attack 

B we’d say that combo AB is composed of attacks A and B. In this case even though the combo can be considered a 

single move it’s composed of the same animations that the root attacks are made of and the combo will also have the 

properties of the original attacks including the overall shape. However what if there were certain moves and animations 

that could only be performed as part of a combo? 

 Take this attack from the game Bayonetta. 

 

That’s the player character on the right there in a kick pose and the giant high-heeled foot is the actual attack (This is 

another great example of an attack with versatile shape). Bayonetta is a one-vs.-many 3-D beat-em up game.  This move 

called “Madama Butterfly” is a powerful move in the game with its broad shape, the long hit react it causes, and of 

course its over the top aesthetic quality. This move, however, can only be executed as part of a long combo.  This combo 



system where a section of the characters move set is only available within certain combos is very commonly used. In fact 

almost all the games with melee combat systems I’ve played in the past five years, with the exception of a handful of 

one-on-one fighting games, have used this system to varying degrees. One of the advantages to this kind of system is 

that it’s accessible to players. Let’s revisit our move set from a previous example. 

Name Wind Up Threat Wind Down Hit Reaction 

Kick Attack 1 330 ms 400 ms 400 ms 770 ms 

Kick Attack 2 320 ms 400 ms 400 ms 760 ms 

Kick Attack 3 300 ms 400 ms  400 ms 750 ms 

Punch Attack 1 340 ms 400 ms 400 ms 780 ms 

Punch Attack 2 310 ms  400 ms 400 ms 760 ms 

Punch Attack 3 280 ms 400 ms 400 ms 750 ms 

Energy Attack 1 380 ms 400 ms 400 ms 790 ms 

Energy Attack 2 350 ms 400 ms 400 ms 785 ms 

Energy Attack3 300 ms 400 ms 400 ms 750 ms 

 

Here we have nine attacks that can all be performed from Idle. The accessibility of a move is related to how easy it is to 

execute. The easier it is to pull off the more accessible the move.  The simplest way to execute an attack is a single 

button press. For this move set we would need nine buttons. Though not very ergonomic this might be possible on a 

keyboard, but this is stretching the limits of a home console controller. Furthermore, a real game can have dozens or 

even hundreds of moves in its move sets. So in order to be able to perform all those moves from the Idle state a game 

needs to use a much more complex input method to perform the moves. There is pressing multiple buttons 

simultaneously, a direction and a button like forward + button, and then there are complex series of inputs to perform a 

single move like forward, down, forward+button. The more complex the input for a move, the harder it is to execute 

that move, the less accessible that move becomes to players.  

 With systems in which certain moves are only accessible in combos a single input method can be used to 

execute several different moves depending on where in the combo it’s used. Here’s the way it usually works. There will 

be a small number of attack buttons, about two or three. These are usually light and hard, punch and kick, or vertical 

and horizontal attacks. Different games will have different attacks but it all boils down to Attack A done with button 1 

and Attack B done with button 2. As an example let’s define a move set for a game that has two attack buttons, a punch 

button and a kick button. 

Name Input Animation 

Attack A (P)unch Right Hand Punch 

Attack B (K)ick Right leg Kick 

So given this move set, from the Idle state we can only perform two moves. Each move corresponds to one of our input 

buttons. Now a combat game with only two moves probably won’t be very interesting, but we don’t want to use inputs 

that are more complex than a simple button press.  So the rest of our moves will be combos. 

Name Input Animation 

Attack A (P)unch Right Punch 

Attack B (K)ick Right Kick 

Combo A P,P,P Right Punch → Left Punch → Double Hand Head Smash 

Combo B P,P,K Right Punch → Left Punch → Back Flip Kick 

Combo C P,K,P Right Punch → Leg Sweep → Punch the Ground 

Combo D P,K,K Right Punch → Leg Sweep → Soccer Kick to the Head 

Combo E K,P,P Right Kick → Spinning Backhand → High Speed Dashing Punch 

Combo F K,P,K Right Kick → Spinning Backhand → Leg Scissors takedown 

Combo G K,K,P Right Kick → Left Knee to the Gut → Uppercut 

Combo H K,K,K Right Kick → Left Knee to the Gut → Crazy High-heeled Foot from a Demon 
Portal 

 



So out of only two input buttons the player still has access to 14 different moves each with unique animations. Unique 

animations mean that each move will have its own properties including timings and most importantly shape. The player 

can perform each of these moves with nothing more that pressing single buttons in sequence.  In a real game you can 

also use 4, 5, 6, or more hit combos, have a different set of combos with the same input if you’re in the air, and litter in a 

few moves that require slightly more complex input and you got yourself a pretty robust move set that is accessible to 

almost any player.  

 A few things to keep in mind with this type of combo system: As combos get longer and longer the amount of 

time the character executing the combo is vulnerable to AIs that are not hit reacting also gets longer. The spectacle of a 

long combo can be very rewarding for some players, but those long combos are often riskier because an enemy has a lot 

more time to attack from behind. As a designer this fact can be used to balance encounters between difficult, strategic 

fights and easy, playground like fights. Enemy behaviors should be designed accordingly. Because the moves in the 

middle and ends of the combos all have their own shapes and strengths it is pretty common that a player will want to 

perform one of those moves. This system is designed so that those moves can only be done as part of a combo, which 

means that in order to execute that move the player must execute the entire combo.  If the particular game has a 

system where the player does not need to hit an enemy in order to execute a combo then the player can begin his 

combo before engaging his target and timing it so that the desired move comes out at the right time. 

 From a production side point of view this combo system also has some other advantages. These are all fixed 

combos. This means that the designer explicitly chose which combos exist. In my example I used all permutations of 

three button presses, but a designer could choose not to have say “P,K,P” or “K,P,K”. The designer could also choose to 

have a combo that’s “P,K,P,K” but no other four-hit combo. Because there is no inherent property in the system that 

allows the player to perform combos each combo needs to be explicitly placed in the game. This gives the designer 

much more control over how many combos are in the game and over the combos themselves. In other systems where 

combos are made of moves that the player can perform from idle each move needs to work on its own as well as in its 

combos both aesthetically, and gameplay wise. In this kind of system the moves only need to work within their combos. 

This means that much more customized animations can be used to create some really spectacular combos. 

 So in this section I’ve present a short survey of some of the most common rules used in making a combo system. 

This is by no means an exhaustive list, and the rules used are limited only by the imagination of the designer. You can 

create new rules for combos, or it’s also common to combine some of the systems I’ve talked about. Each system has its 

pros and cons and also people’s personal tastes will cause them to like systems that others dislike so there is no best 

system. However, it’s a good idea to take great care when thinking about these kinds of rules because the subtlest 

difference can have significant effects on the overall feel of a game. 

 

Input: 

 Input is something that is not unique to combat systems. A good input system is going to be an important part of 

any game you work on. However, because of the fast paced nature of many combat games getting it wrong can destroy 

even the best designed systems. The controls need to feel responsive so that the player feels like the game is doing want 

he or she wants, which is not as easy as it sounds. In fact, in my opinion, the best gameplay experiences are the ones 

where I forget I’m even using an input device and feel that the character is just an extension of my body that I can make 

move like an arm or a leg.  

 On a macro scale, input seems like the most straight forward thing: “When the player presses this button, that 

action happens.” However, when it’s time to get down into the implementation it’s very easy to get lost and 

overwhelmed by all the nuances and minutia. It’s not so bad once you’ve figured it out, but if you’re trying to get it done 

for the very first time there are many pitfalls one can fall into, and just to be clear, these pitfalls are all on the design 

side. Probably one of the most frustrating things a developer will encounter when implementing an input system is 

when he creates his system, it works completely as intended, there are no bugs, but when players play the game they all 



complain about irresponsiveness and the game not doing what they told it to. You might hear complaints like “I did that 

combo right” or “I totally hit the block button”. The problem isn’t in the programming of the system but rather in the 

design of how it should behave.  

The Problem: 

 You see, the trick is that a good input system behaves to anticipate and execute what the player intends to do 

rather than explicitly doing what the player actually does. I’m certainly not suggesting doing the impossible like reading 

the player’s mind or something like that, but a little observation reveals some common situations in which the player’s 

intent can be interpreted from his input. Let’s start by taking a look at the following set of combos. 

Name Input Animation 

Combo A Button 1, Button 1, Button 1 Move 1 → Move 2 → Finish A 

Combo B Button 1, Button 1, Button 2 Move 1 → Move 2 → Finish B 

Combo C Button 1, Button 2, Button 1 Move 1 → Move 3 → Finish C 

 

So now let’s say the player wants to execute Combo C. How does he do it? Well, like I said earlier, on the macro scale 

this is very straight forward: first he presses button 1, then button 2, and finally button 1 again. Ok, simple enough, but 

remember that the three hit Combo C consists of three animations that all take some amount time, say 10 seconds. 

When, exactly, should the player press each button to do the combo? This is where it starts to get tricky. If you’re the 

player you’ll want to instinctively say the buttons should be pressed one right after the other like this. 

 

However if you’re a developer you may be tempted to intuitively say that the button to execute each move in the 

combo should be pressed when the previous move ends, like this. 

 

So there are some real problems with both of these models. When reading button combinations from a 

command list it does seem like the game is instructing the player to hit buttons one right after the other, but if a game 

really implemented this sort of system it wouldn’t take very long before the player experienced the unmistakable 

weirdness of input lag where the action associated with an input happens a noticeable amount of time after the actual 

input press. We’ll see that very small amounts of input lag are useful and in fact necessary, but when a button press 

causes an action several whole seconds later it feels very sluggish and is the very definition of non-responsive. 



Furthermore, a lot can happen between the input and the action if that time is so long. The tactical situation may 

change, and under this model the player would have to wait until the entire combo finishes before he can perform his 

next action even if he pressed the button the moment the situation changed. This prevents the player from being able to 

react to the situation despite being aware of it, which again is the very definition of non-responsive controls and is very 

frustrating. You could attempt to implement some sort of combo interrupt mechanic, but that would mean that you’re 

letting your input dictate your design instead of implementing your design’s input.  

The second system is a complete system from a technical stand point. It implements the desired functionality 

and has no ambiguities. The problem with this system is that it’s really hard to use. First off it’s very possible that the 

player may take some time to figure out that the button input needs to be pressed at the end of the move, having to 

resort to trial and error to find the right timing. You could include a quick tutorial about how to use it, but I personally 

believe that the input should be intuitive enough to not need such a thing. Beyond that, the simplest play test sessions 

show that players don’t tend to wait so long between button presses. The bottom line is that despite its technical 

completeness, this system just isn’t fun. 

Ok, it’s now becoming apparent that the issue of input is not as straight forward as it appeared at first. To find 

the answer we’ll need to look at some actual implementations of input systems. To start off, let’s examine the following 

situation. In a real world setting players will generally continuously press buttons until their desired action happens then 

switch. The input timeline would look like this. 

 

 This is what some people affectionately call “ǎǘǊŀǘŜƎƛŎ ōǳǘǘƻƴ ƳŀǎƘƛƴƎέ .  However, the idea we’re dealing with 

is that every action has a single input that caused it. Here we have three actions, which means there were three button 

inputs that caused them. The rest are just considered noise and don’t execute any actions. The question is: which three 

buttons?  In the above situation the three inputs that get processed will determine which combo gets executed, Combo 

A or Combo B. The first Button 1 input at t=0 causes move 1, that’s simple enough to identify. Now it’s not clear which of 

following Button 1 inputs  causes move 2, but since the player is mashing away at Button 1 it would be pretty weird if 

the first part of the combo didn’t correspond to a Button 1→Button 1 input. The finish move, however, is a mystery. Will 

the super long string of Button 1 inputs at the beginning of the combo execute Combo A, which has input (Button 1, 

Button 1, Button 1)? Or, will the later Button 2 inputs execute Combo B, which has input (Button 1, Button 1, Button 2)? 

 Here is a case where the player’s intent can be gleamed from his inputs. Regardless of which combo actually 

comes out it is clear to me that the player intended for Combo B to come out. As such, the input system should be 

designed to accommodate the player’s expectation.  So the question still remains: which Button 2 input caused the 

combo’s finishing move?  

Is it this one?  

 



If that’s the input that finishes the combo then what happens when the player mashes the buttons slightly differently 

and where the player previously pressed Button 2 he now presses Button 1 an extra time. 

 

So what algorithms and rules should we use to choose which inputs execute an action and which do we consider just 

noise? As a self exercise why don’t you try and create a system to handle inputs and then apply it to the above example 

and see which three buttons caused the actions under your system. After you do that, take your same system and see 

how it handles the following three examples. If your system requires information that is not provided with these 

timelines, feel free to insert that information as you see fit. 

Example 1. 

 

Example 2. 

 

 Example 3. (Here’s the tricky one) 

 

How’d your system do? Were there any indications in the example as to what the player wanted to do? Did the actions 

executed in your system match what you believed the player wanted to do? 



A Solution:  

 I’m going to start with what not to do. When creating an input system one of the most basic things that needs to 

be avoided is processing an input only in the frame that it was received. This is bad because it is nearly impossible for a 

human being to time this properly. Let’s pretend that we’re using an input system that causes these three inputs to be 

the valid ones. 

 This is the same system as before where the input for a move needs to be pressed when the previous move ends. The 

code snippet for a system like that might look like this.  

function ProcessMessage(messageRecieved) 

{ 

 if(messageRecieved == BUTTON1_PRESSED OR messageRecieved == BUTTON2_PRESSED) 

 { 

  if(CurrentAttack.Animation.EndOfAnimation() == TRUE) 

   DoNextCombo(messageReceived) 

 } 

} 

 

 Given an implementation that looks like this, the difficulty is that DoNextCombo(), which will cause the combo to 

continue, will only run when both of the following lines are true. 

 

messageRecieved == BUTTON2_PRESSED 

CurrentAttack.Animation.EndOfAnimation()==TRUE 

 

So the combo will only continue if the animation for the current move is at an end and if Button 2 is being pressed. 

EndOfAnimation() will only be true on the frame an animation ends. The reason being is that by the next frame a new 

animation will have begun and will not be at its end. At 60 frames per second a single frame lasts only about 16 

milliseconds.   

messageReceived == BUTTON2_PRESSED is also a single frame event.  Please note that there is a difference 

between a button being pressed and a button being held down. A button is considered to be “pressed” only on the 

frame that the voltage from the input device was first received (often referred to as “button_down”). For that button to 

be considered “pressed” again that button needs to be released and then depressed again (the release is often referred 

to as “button_up”). A button is considered to be held during the entire time between a button_down and a button_up.  

Most of the time we don’t use BUTTON_HELD to execute actions in melee combat because that would mean a player 

could keep attacking by holding down the attack button. There is no real reason for that to be a bad thing, but I 

personally feel it’s not conducive to the twitchy, action packed pace a cool melee system should have. 

So given this information, with an input implementation as given above, the player has about 16 milliseconds to 

press a button. Pressing a button itself takes time as well because your finger or thumb needs to travel the few 

millimeters from a button’s neutral position to its electronic contact within the input device. I timed myself to see how 



fast I could do this and came up with roughly 70 milliseconds or 1/14th of a second. So all in all this implementation gives 

the player a 16 millisecond window to complete an action that takes 70 milliseconds. This means the player has to time 

his button press to start anywhere between 69 and 53 milliseconds before the end of the current attack’s animation. 

This is like trying to split a hair with a Javelin. This is no good. 

Any input system is going to need to take two things into consideration:  

1) When can an action be executed  

2) When can an input be received to execute that action. 

 

In order to avoid the hair splitting problem I just described we’ll have to extend one of those two times to be greater 

than a single frame. In previous sections I’ve described the different situations we want the player to be able to execute 

an action. This includes the entire Idle state, which is a very extended period of time, and also when executing fixed 

combos where we transition from the Attack state to itself without going through the Idle state. Depending on the 

game, this window of time may be determined by the balancing math and the animation, so we might not want to 

extend the time a new action can be initiated. For this reason a good input system will extend the time an input can be 

received to execute an action.  

 

 The most common way to do this is to explicitly define a window for each move when an input will be valid, 

often times called a combo window.  Looking at our example the combo window for each move will be highlighted in 

blue. 

 

 
Under this system any input that is received inside the combo window will be a valid input. All others are considered 

noise and will be ignored.  When an input is processed within a combo window it determines the next action that will be 

taken, but only the next action. Later actions are determined by later combo windows. With this information we can 

now identify many of the noisy inputs that don’t cause actions.  

 
During this combo we can now say conclusively that the final move in this combo will be finish B since all the Button 1 

inputs from earlier are outside Move 2’s combo window.   

 

We’ve managed to identify most of the noise, but there is a piece missing from our system. There are still three 

inputs within Move 1 and Move 2’s combo window.  Which ones are the inputs that executed the moves? Well at this 

point there are two common choices: a FIFO (First In First Out) system or a LIFO (Last In First Out) system.  A FIFO system 



says that earlier button inputs take precedent over later ones. A LIFO system says that the later inputs override the 

earlier ones. Different people prefer different systems for different reasons. Each has its pros and cons. A FIFO system is 

more intuitive to use and a LIFO system allows the player to change his or her mind about what action to perform based 

on changing circumstances. I prefer to use a FIFO system.  So given that last bit of information our example finally ends 

up looking like this. 

 

 
There is also an alternative method that can be used to achieve the same effect. Instead of defining a combo window for 

every move you can give the input signals themselves a lifespan. This means that even though an input was received at 

time=X, it is valid until time=X+lifespan.  Let’s take a look at our example one more time, and this time we’re going to 

represent an input’s lifespan as a line underneath each input.  

 
With this method the ends of the lines represent where a given inputs dies and becomes invalid. These dead inputs do 

not execute any actions and are considered noise.  So let’s remove the inputs that are dead at the end of each move. 

  

 
Now at the end of Move 1 and Move 2, when we execute the next action, there are still three inputs that are alive and 

active. Once again we have a choice of following a FIFO or LIFO system, and again I’ll choose a FIFO system, and identify 

these three inputs to be the ones that executed the three actions.  



 
Looking at both these approaches we’ll notice that they both identified the same three input presses. In truth if the 

combo window is chosen to be at the end of a move and if the lifespan of the inputs is chosen to be the same length as 

the combo window then these two methods will behave identically to one another. They’re just two implementations of 

the same solution, or so it seems. Don’t let yourself be fooled however, each of these implementations have their own 

unique strengths and weaknesses.  By specifying the combo windows on each of the moves, a designer can customize 

the location and length of time for each individual move. In my examples the combo window is located at the end of the 

move. If the designer had a purpose for it, though, he or she could put the combo window at the beginning or middle 

instead.  

 

 
 

They could even have the window start, end, then start again later in the move.  

 
 

Another plus to defining the combo window for every move is that data can be embedded within the combo window. 

Data like what action a given input would execute. For example if a move had multiple combo windows a different 

combo could be executed depending on which combo window was active at the time of the input: press a button at the 

beginning of the move and Combo A is executed; press it at the end and Combo B is executed.   

 

 
 



 
The downside is that this increases the amount of work that needs to be done, because every move needs to be tagged.  

Furthermore, if changes, modifications, or tweaks need to be made it can be difficult to track down the right combo 

windows and balance them when there are dozens or even hundreds of moves. 

 

 Using the input lifespan method provides consistency and predictability to the input. To the player this means 

that he or she only needs to learn one timing and can then apply it to all situations.  Input lifespans are also more 

portable. They can apply to systems in the game other than combat. For example if the player pauses the game to bring 

up a character menu then un-pauses the game, the player can begin his input entry before the menu completely 

disappears. This would mean that the instant the menu fully disappears the input will still be alive, get processed, and 

then the action will be executed at the earliest possible moment.  

 

 
This guarantees an uninterrupted game experience. The same is true with any situation where normal actions cannot be 

executed due to some transition. For example if the player pulls a lever in a level and wants to attack the moment the 

lever pulling animation ends. Or if the player is opening a door, switching weapons, picking up an item, etc. One system 

for all occasions. Another important place where this situation occurs is when the player hit reacts. The player may want 

to execute a counter attack or some other action the instant the hit reaction ends. We already discussed that it is nearly 

impossible for a human being to time his input to coincide with a particular instant, but the same lifespan method that 

solved this problem before works for this scenario as well.  

 
Above we see that the player pressed his input before the enemy attacked him so the player is committed. However we 

see that the Wind up for the player’s Move 1 and the enemy’s attack are at almost the same instant. If the player had 

executed his Move 1 any amount of time later the enemy would have landed his attack. Thanks to the fact that the 

player can begin his input before the end of his hit reaction he has a reasonable window of opportunity to send the 

input that will cause his Move 1 to execute as soon as possible. To do the same thing by tagging combo windows would 

mean that not only would all moves have to be tagged, but all hit react animations, and all other situations where the 

player will want to time his action to occur at the end of some transition. That just doesn’t scale, and for these reasons, I 

personally prefer to use the input lifespan method. 

 



The next question we have to ask ourselves is how long to make the lifespan of the input. This is a very tricky 

question. This lifespan can change the pace of your game and will definitely be a factor in the game’s accessibility to 

players. The General rule of thumb is the shorter the lifespan the less accessible the input becomes for players of low 

and moderate skill; the longer the lifespan the more unsettling the input lag effect becomes.  You want your lifespan to 

be longer than average human response time (~200 milliseconds). A lifespan shorter than this will be almost as bad as 

the hair splitting problem. You’ll want to have a lifespan that is shorter than the shortest move in the player’s move set. 

Remember that players tend to hit buttons until their desired action occurs then switch which button they input. If the 

lifespan of an input is longer than a move then you run the risk of having an input that was received before that move 

executes decide which action will occur after it finishes. 

 

 
With a Lifespan that is too long we have these three inputs executing the three moves. As you can see a Button 1 input 

received while Move 1 is still active will be the earliest living input at the end of Move 2 and execute Finish A. This 

pattern of inputs suggests that player intends his Button 2 Input to execute Finish B, but that’s not what happens. At 

best this causes the input lag effect for the player and at worst makes the player feel as if the game is not doing what he 

or she wants. There’s no magic number for a lifespan length, but personally I find that a life span of about 400-700 

milliseconds is very satisfying. 

 

Ok, this system can now handle all the immediate needs of an input system without ambiguity. It will execute 

the player’s intended actions with fidelity without forcing them to have superhuman timing.  However in practice there 

is another problem that is commonly encountered. I mentioned before that one of the most frustrating things that can 

happen when designing an input system is when your system works as intended, there are no bugs, but players still 

complain that they hit a button, and the move didn’t occur. This problem arises mostly with what I call priority moves. 

Priority moves are usually defensive moves of some kind: blocks, counters, dodges, etc. Some people affectionately refer 

to them as “hƘ /ǊŀǇΗέ moves. Essentially they are moves that are supposed to get you out of a potentially bad situation, 

which is why people tend to focus on them more when they fail.  They’re increasingly becoming central gameplay 

features in modern combat games. Games that showcase these kinds of moves include Batman: Arkham Asylum, 

Bayonetta, and even God of War.   

 

 



 
 

In these games the gameplay experience is to be fighting a group of enemies, and while you’re executing attacks on one 

enemy another will try to attack you from behind, as discussed in earlier sections. At this point the player may want to 

try and counter the incoming move with an appropriately quick move from his move set. However there may be times 

when he has no suitable attack, he didn’t notice the attack soon enough, or maybe even the player will panic at the 

attack and execute his άhƘ /ǊŀǇΗέ move. With our current input system, depending on when the player noticed the 

change in tactical situation, he may not be able to execute this move even though the button was pressed in time. This is 

due to the fact that our FIFO system is set up to have earlier button inputs take precedence over later ones. This 

becomes an even bigger problem if the input lifespan is long, as is often the case with these kinds of games.  Let’s take a 

look at the following example.  

 

 
 

So here we have a common combat scenario for the player. He’s trying to execute combo B as usual. He hits Button 1 to 

execute Move 1, continues to press Button 1 until Move 2 comes out then switches to mashing Button 2. However 

somewhere in the middle of Move 2 an enemy starts to attack the player from behind. It takes the player a moment to 

notice the attack, but because he’s mashing Button 2 he continues to press it a few times before responding to the 

attack and switches to mashing the Defense Button to initiate a dodge move.  Now when we analyze this input pattern 

the inputs of interest are as follows. 

 

 



The beginning of the phrase is the same as before, but when we look at which move we initiate last we see two inputs of 

interest. There is a Button 2 input and a defense button input. Now, using our FIFO input system it’s clear that the 

Button 2 input will take precedence and the finish move will be Finish B, thus completing Combo B. In that case, though, 

the enemy’s attack will land long before Finish B’s wind up ends. This means that even if the player was able to switch 

the target of his combo to be the new aggressor, he’s still going to get hit. The player saw the attack, responded to it 

before the end of his current attack, but still got hit. As I mentioned before this is the case where players get frustrated 

claiming that they hit the button in time. The input system is functioning as designed but the player still feels the 

controls to be unresponsive. The solution to this is to give priority moves priority. Under normal circumstances inputs 

are processed as first come first serve, like standing in line at the register. If you’re new to the queue you have go to the 

back of the line. Now, let’s say one of these priority inputs is received, what we’ll do is let it cut to the front of the line so 

it gets processed first. 

   

   
 

 

 

 

With this method we’ve effectively combined the strengths of both a LIFO system and a FIFO system.  Players can 

change override earlier inputs based on changing tactical circumstances during critical and high priority instances, 

without sacrificing an intuitive control scheme the other 90% of the time. 

 

This should complete our input system. We now have a system of rules that is intuitive to use, contains no 

ambiguities, and is responsive to the player’s intentions. You might think that the system is too complex for your 

average player to learn, but remember that all of these technical details are hidden from the player. From his 

perspective, he’s pressing Button X and Action Y happens; the game is just doing what he tells it to. After all, the best 

systems are the ones you don’t even realize are there.  

 

Conclusion 
 

 Just as a reminder, this article is meant to go over only the basics and fundamentals of combat design.  The 

concepts covered are proven techniques, but that doesn’t mean that they are the end all be all. New and innovative 

systems will be created by modifying the rules of melee combat, adding them, or even removing some.  The Combat 

State Machine I presented is a good jumping off point, but adding to it is highly encouraged. You may think of adding a 

transition that goes from the Hit React state to the Defense State or even to the Attack State if you can think of some 

interesting enough rules.  If you’re new to combat design, I hope this article has given you an understanding of the parts 

that are involved in creating your own combat system. If you’re a seasoned designer or gameplay engineer I hope there 

was some useful information that you hadn’t considered or weren’t aware of before. 


